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The High Performance Geometric Multigrid (HPGMG) group held its third birds-of-a-feather meeting at 
SC2016.  We had about 20 attendees, most of which participated in discussion during and after our three talks. 
The format, a mix of talks and open discussion worked well, and discussion continued in small groups well after 
the official end time for the meeting. The titles, abstracts, and speakers are listed herein and slides from the 
talks are appended. 
 
* HPGMG on KNL and the November 2016 HPGMG list, 
Samuel Williams, Lawrence Berkeley National Laboratory. 
 
In this talk I will present and analyze the performance of HPGMG-FV on Intel's recently released Knights 
Landing Xeon Phi self-hosted processor.  This will include a study of not only peak performance and effective 
bandwidth, but also thread scalability, dynamic range, and the effects of using HBM memory as either an 
extension of the address space or as a direct-mapped cache. 
 
* HPGMG Performance on Pascal GPU Architecture,  
Peng Wang, Nvidia. 
 
In this talk we will go over new GPU results and developments for HPGMG benchmark over the past year. We 
will describe data sharing options between CPU and GPU in a hybrid implementation and analyze impact on 
performance on various GPU architectures when using Unified Memory and zero-copy memory. A new AMR 
proxy modification for HPGMG has been studied extensively to investigate GPU performance for very large 
workloads with multiple AMR levels. Starting from Pascal architecture Unified Memory enables GPU memory 
oversubscription by default without any changes to the code. We will demonstrate the 
baseline HPGMGperformance on large out-of-core workloads as well as optimized performance using Unified 
Memory hints for both x86 + PCI-e and Power + NVLINK systems. 
 
* Communication and Vectorization within HPGMG, 

Vladimir Marjanovic, High Performance Computing Center Stuttgart. 
 
We analyze how the performance of HPGMG depends on specific relevant properties of HPC systems: the 
performance of the interconnection network and vectorization capabilities. 
 
Usually the number of nodes (sockets) of the system being benchmarked defines the number of MPI processes 
used for HPGMG. Every MPI process injects 
messages into the interconnection network.  We trace an execution of HPGMG across 8192 
MPI processes and profile the obtained traces. The results show a complex communication pattern. 
Furthermore, communication and computation alternate with high frequency. The measured communication 
times depend heavily on the effective bandwidth, latency and message rate of the interconnection network. 
 
In order to test the vectorizability of HPGMG, we run the reference code on a NEC SX-ACE vector machine 
and profile it. The reference code shows very good vectorizability. Furthermore, by giving some hints to the 
NEC compiler we increase vectorization and locality of certain loops. In our measurements, the SX-ACE 
outperforms all homogeneous nodes for large problem sizes, even though the CPU speed is 1.8–3.4 times 
lower and there are 5–24 times less cores available. 
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