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ABSTRACT
A traditional Convolutional Neural Network (CNN) is pa-
rameterized by floating point weights and biases and takes
floating point data as input. In many cases, the floating
point representation of these parameters and input is more
than necessary. The use of a more compact representation of
the parameters and input allows CNNs to be deployed on en-
ergy efficient architectures that operate with a few bits and
much lower memory footprint. This work focuses on data
reduction and quantization schemes that can be applied to
a trained CNN for classifying scientific simulation data. We
show that each neuron and synapse can be encoded with
only one byte to maintain accuracy above 98%.

CCS Concepts
•Computing methodologies → Computer vision ;
•Computer systems organization → Neural networks;
•Hardware → Chip-level power issues; Power estimation
and optimization;

Keywords
Algorithmic techniques to improve energy and power effi-
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1. INTRODUCTION
CNNs have become important tools for image classifica-

tion and pattern recognition. Although most of the existing
CNNs are constructed, trained and deployed on traditional
computing platforms (multicore CPUs and GPUs), it is pos-
sible to lower the precision of the CNN parameters and in-
put data without significantly changing the success rate of
the CNN classification. As a result, fewer bits are used to
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encode CNN parameters and the input data. Such a reduc-
tion in the number of bits allows the design of deep learning
for energy efficient processors. For example, the TrueNorth
chip (IBM) takes input signals represented by spiking bit se-
quences, and weights with few bits define synapses. Another
similar device is the Google’s tensor processing unit (TPU).

Using a train-then-constrain approach, we can modify a
trained CNN by quantizing single-precision floating-point in-
put data as well as the CNN weights and biases to a much
smaller number of levels that can be represented by a few
bits and a code book (a.k.a. lookup table.) In this paper,
we introduce a quantization strategy that uses a cluster-
ing algorithm to reduce single precision representation to at
most one byte. Our algorithm quantizes both the CNN pa-
rameters and the input data by using K-means with Lloyd’s
optimization [6]. We demonstrate the effectiveness of our
scheme by classifying cryo-electron microscopy (CryoEM)
images [3], which contains projections of 3D density maps
of a macromolecule. The quantized CNN is used to classify
CryoEM images into 84 different classes based on orienta-
tions of the projection. Our contribution is to construct a
data reduction scheme that allows for: (a) faster data clas-
sification; (b) data and model compression, and (c) data
smoothing, circumventing noise artifacts.

2. BACKGROUND
CNNs emulate the behavior of the brain and it’s synaptic

activities through layers of connected neurons [2]. Convolu-
tion and downsampling operations are performed at different
layers to extract a reduced set of feature maps that can be
used to characterize or classify the input data.

Supervised learning algorithms are used to identify the
convolution weights that minimize misclassification, defined
in terms some type of loss function. A stochastic gradient
descent algorithm is often used to perform the minimization.
The gradient is computed at each step by backpropagation
(approximate differentiation by chain rule).

Although these tasks are typically carried out on the float-
ing point arithmetic unit of CPUs and GPUs, recent studies
indicate that CNN parameters may not need to be repre-
sented by high precision floating point number [4, 5, 7].
Instead of using limited precision arithmetic as in [5], we
propose a reduction scheme similar to [4, 7], in which we
quantize the weight and bias into a fixed number of levels,
more specifically into one byte, without precision loss.



Figure 1: Three samples of the data: original images
in (a), (b), and (c), and their respective results for
the K-means-based quantization (d, e, and f)

For example, to quantize a set of weights W into three
levels l1, l2, and l3, we define δ1 and δ2 inside the range of
W. Thus, the quantized weights Ŵ will be defined by:

Ŵi =


l1 if Wi < δ1

l2 if δ1 ≤Wi < δ2

l3 if δ2 ≤Wi

Our reduction approach considers train-then-constrain, which
means the CNN is trained with standard back-propagation
and then all the weights are processed and constrained within
Ŵ. The goal is to find the smallest l levels, necessary to
maintain the success rate, while using low precision repre-
sentation for the parameters on the CNN.

3. EXPERIMENTAL RESULTS
To test the effect of quantization, we used a dataset with

2,500 simulated CryoEM images of the TFIID molecule [1].
These images contain 84 projection views of the 3D density
map of TFIID, some of them are shown in Figure 1. We
used 80% of the data for training and the 20% were used to
test the correctness of CNN classification.

Figure 2: CNN success rate (%) using different lev-
els of quantization: first line corresponds to the orig-
inal image at different Wi, while other lines use both
image and weight quantization; colors are propor-
tional to the accuracy rate.

Our CNN consists of 6 layers, constructed with MatCon-
vNet. Without quantization, the success rate of the clas-
sification is 100%. Figure 2 shows how the success rate of

the classification varies by quantizing both the data and the
CNN weights. The first line of the table (Figure 2) corre-
sponds to the case in which quantization is applied to the
weights only.

By quantize both the data and the weights into 3-levels,
the success rate is 92%, and Figure 1 right column illus-
trates the reduction impact on the images. As expected, the
success rate improves as the number of quantization levels
increase. Surprisingly, the quantized images present higher
success rate than using the original versions, showing that
this image dataset carries redundant information, and pos-
sibly noise artifacts.

Figure 3: Objective and Error curves from the train-
ing process, both using the original data (raw) and
the data quantized in six levels, corresponding to
the highlighted cell from Fig. 2.
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