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ABSTRACT 

Jacobi-like methods, though introduced in 1846, were not popular 

as they were computationally expensive for sequential computing. 

With the advent of parallel computing, however, it has become 

feasible to efficiently implement such algorithms in parallel. In 

addition, the Jacobi method has been shown to compute very 

small eigenvalues with high accuracy compared to the 

conventional methods. In this research, we present a novel parallel 

implementation of Jacobi method for eigendecomposition of 

general complex matrices on the GPU. Our preliminary results 

show a significant improvement over those on the CPU, running 

up to 94 times faster for general dense complex matrices of 

moderate size. 

1. INTRODUCTION 
Computing eigenvalues and eigenvectors of a matrix has 

applications in a number of different fields, signal processing and 

control theory being one of the main sources of eigenvalue 

problems. Historically, conventional methods such as the QR have 

been more popular since the Jacobi method was not well suited 

for sequential computing due to computationally intensive nature 

of the algorithm. However, with the advent of parallel computing, 

the Jacobi method has regained interest as it is highly 

parallelizable. 

2. ALGORITHM 
Let 𝐴 be a 𝑛𝑥𝑛 matrix general complex matrix whose eigenvalues 

are to be computed.  Jacobi-like methods perform a series of 

similarity transformations 

𝐴𝑘+1 =  𝑀𝑘
−1𝐴𝑘 𝑀𝑘      𝐾 =  0,1,2, … 

such that  the  matrix 𝐴 reduces towards  a triangular or diagonal 

matrix from which eigenvalues are easy to compute. The resulting 

matrix is similar to 𝐴 and, thus, will have the same eigenvalues as 

𝐴. All transformation matrices are accumulated into a matrix 𝐸 

whose column will contain the corresponding eigenvectors of 𝐴. 

 

The Jacobi eigenvalue method proposed by Shroff [1] is an 

iterative algorithm that repeatedly performs similarity 

transformations until the matrix becomes almost diagonal. Each 

transformation matrix 𝑀 is identical to the identity matrix except 

for elements 𝑀𝑝𝑝, 𝑀𝑝𝑞, 𝑀𝑞𝑝 and 𝑀𝑞𝑞 where (𝑝, 𝑞) is called 

pivot of transformation. 

Each transformation is one of the following three types:  

Unitary transformation is used to annihilate the (𝑞, 𝑝) element 

of 𝐴. It has the following structure in positions that differs from 

the identity matrix 

 

Shear transformation is used to reduce the departure of matrix 𝐴 

from normality. It has the following structure 

Diagonal transformation reduces the norm of the off-diagonal 

elements of 𝐴. It is identical to the identity matrix except for the 

𝑗th diagonal element which is equal to 𝑡𝑗. 

The transformation parameters are chosen so that the 

transformation will annihilate certain elements of the matrix 𝐴. At 

the end of each iteration, every pair (𝑝, 𝑞) ∈ {1 ≤ 𝑝 < 𝑞 ≤ 𝑛} has 

been covered by a unitary and shear transformation, and every 

row/column has been covered by a diagonal transformation. 

3. PARALLEL JACOBI 
The algorithm is highly parallelizable as 𝑛/2 transformations can 

be performed at the same time as long as we ensure each (𝑝,  𝑞) 

pair is unique for each processing unit. 

In our GPU implementation, we used chess tournament algorithm 

from [2] for choosing parallel ordering of pairs. In such ordering, 

there are 𝑛 − 1 matching sets such that each player gets matched 

against every other player exactly once. After one matching set is 

completed, the first player stands still and every other player 

moves one position in clockwise direction. 

 

 

 

 

A total of (𝑛 − 1) ∙ 𝑛/2 shear and unitary transformations and 

𝑛 diagonal transformations are formed during each sweep. 

If 𝑀 is a transformation matrix with pivot (𝑝, 𝑞), 𝑀−1𝐴 would 

update the 𝑝th and 𝑞th rows of matrix 𝐴 and 𝐴∙𝑀 would update 

the 𝑝th and 𝑞th columns of 𝐴. Since the two matrix 

multiplications cannot occur in parallel, we launch a kernel to 

perform the first multiplication, wait for all processing units to 

finish updating the rows of 𝐴 (host side synchronization) and then 

perform the second multiplication with a second kernel. 

For the shear and unitary transformation, we launch two GPU 

kernels with 𝑛/2 blocks (one processing unit per pivot) and 𝑛 

threads per block (one thread for each vector element). For the 

diagonal transformation, we launch two GPU kernels with 𝑛 

blocks (one processing unit per row/column and 𝑛 thread per 

block (one thread per vector element). We made additional 

modification to kernels to account for matrix sizes greater than the 

maximum number of threads per block. 

 

4. RESULTS AND DISCUSSION 
Our implementation was tested with the following specification: 

Intel® Xeon® E5-2620 CPU and NVIDIA® Tesla® K20c GPU 

with 64 GB main memory and 5GB GPU memory. Our results 

show our GPU implementation runs up to 94 times faster than that 

of the CPU for a dense complex matrix of moderate size. 

  

 

( cos 𝑥 −𝑒𝑖𝜃 sin 𝑥
𝑒−𝑖𝜃 sin 𝑥 cos 𝑥

)  

(
cosh 𝑦 −𝑖 𝑒𝑖𝛼 sinh 𝑦

𝑒−𝑖𝛼 sinh 𝑦 cosh 𝑦
) 



 

 

The average residual ‖AP − PΛ‖2for computed eigenvalues was 

10−14which indicates the computed eigenvalues are good 

approximations. All floating point operations were performed 

with double-precision. 

Current performance bottleneck come from the kernels that 

calculate the transformation parameters for shear and diagonal 

transformation. Optimizing these kernels is area of future work. 
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Figure 1: Performance comparison – CPU vs GPU 


