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ABSTRACT 

GW approximation and DMFT are theories to calculate electron 

structure in material science. The electron self-energy Σ and 

polarizability χ matrix elements construction in GW calculation 

iterations are the most time consuming parts, consuming about 

40% of the total running time when calculating the Cerium α band 

on Titan at the ORNL Leadership Computing Facility with MPI 

threaded Fortran code. GPU acceleration was implemented on 

those two parts. Simply replacing a matrix multiplication part with 

a cuBLAS library function resulted in an 8X speedup for the χ 

calculation.  To further optimize the code, we overcome the 

difficulty of heavy non-sequential memory access caused by 

updating random elements of arrays at the inner most loop by 

sorting the index pattern and rearranging the calculation so that 

each GPU thread calculates one element, avoiding memory 

writing during updates.  Test runs were conducted on Titan with 

768 MPI processes. Results show a 26X speed up of the χ matrix 

calculation and 31.6% performance improvement of a complete α 

-Ce  run.   

Categories and Subjects 

G.4 [Mathematical software]:  Algorithm design and analysis, 

parallel and vector implementations; G.1.10 [Numerical 

analysis]: Applications 
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Electronic structure is a basic building block for the theoretical 

calculation of material properties. From the known atomic 

structure, one may first calculate electronic structure, followed by 

calculation of material properties such as magnetic moments, 

conductivity, absorption spectrum, etc... The calculations may 

then be compared with experimental results. 

The electronic structure can be understood as an eigenvalue 

problem. One of the main challenges in electronic structure theory 

is how to calculate the electron self-energy matrix Σ, a part of the 

matrix to find eigenvalues. 

The GW approximation [1] [2] is the first order expansion of self-

energy in the screened Coulomb interaction for the excited state 

properties of itinerant electrons in weakly correlated materials. 

DMFT (Dynamic Mean Field Theory) is a method used for 

correlated electrons in these materials. Within this theory, 

electrons in the correlated orbitals fluctuate among different 

configurations while the remaining states are replaced by an 

electron reservoir. By combining these two approaches, the 

GW+DMFT method has the potential to predict electronic 

properties of strongly correlated materials accurately, where 

itinerant, as well as, correlated states play important roles.  The 

implementation that was optimized is found in the DMFT-

MatDeLab suite of codes [3] for strongly correlated materials 

which was selected for a 2016 INCITE Award of 85M hours on 

LCF, Titan. 

GW approximation can be viewed as the iteration process of 

calculating matrix elements of the Greens function G, 

polarizability χ, screened Coulomb interaction W and electron 

self-energy Σ with the use of FFT for deconvolution. 

We found the most time consuming parts of the code to be the 

construction of the Σ and χ matrix elements.  On Titan at the 

ORNL Leadership Computing Facility these two sub-calculations 

consume approximately 40% of the total running time using the 

benchmark α-Ce calculation making them good candidates for 

GPU acceleration. 

Each node of Titan has a 16-core AMD Opteron 6274 CPU with 

32 GB of memory and an Nvidia Tesla K20X GPU. We used 16 

MPI ranks on each node. For GPU acceleration, these 16 CPU 

MPI ranks share the single GPU. 

The Σ and  χ  matrix elements (P[i,j,R,τ])  share similar patterns of 

calculation : 

∑ 𝑀[𝑖[𝑒, 𝑓], 𝑏, 𝑑]𝑀[𝑗[𝑔, ℎ], 𝑎, 𝑐]𝐺[𝑐, 𝑑, 𝑅, 𝜏]𝐹[𝑎, 𝑏, 𝑅, 𝜏]
𝑎,𝑏,𝑐,𝑑,
𝑒,𝑓,𝑔,ℎ

 

The Fortran code is parallelized in R and τ leaving each MPI rank 

to calculate P[i,j] for a fixed set of R and τ. This part of the code is 

a layered loop structure illustrated in figure 1. 

Part of the loop structure can be recognized as matrix 

multiplication.  Simply replacing this part with a cuBlas library 

function call resulted in a speedup of the χ matrix calculation by 

factor of 8 for the α-Ce test on Titan. 

Further optimizing the remaining part of the loop structure 

encountered difficulties in that the inner most loop operations are 

updating array elements in an irregular pattern with writes to non-

sequential memory locations. Direct parallelization of the loop 

requires excessive writes to GPU memory.  In order to avoid this 

we need to use a separate GPU thread per array element 

calculation allowing each update of the array elements to remain 

in local GPU registers. The results only need to be written to 

global memory at the end of the calculation. 



This is made possible by realizing that the same calculation 

pattern was repeated hundreds of times. A single pass is required 

to collect these index patterns, sort them and rearrange the 

calculation so that all indexes needed to calculate each array 

element are grouped together.  CUDA kernels are then launched 

with each thread calculating one element. 

The code was run on Titan using 768 MPI processes and 48 

GPUs. Timings were conducted on the full code as well as on the 

χ and Σ calculations. After GPU acceleration, running time for the 

χ calculation was reduced from 650s to 25s. A speedup of 26x. 

Running time for Σ calculation was reduced from 112s to 64s. A 

speedup of 1.75x. Running time for the full code was reduced 

from 1948s to 1332s. A speedup of 1.46x. 
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Do d=1, NB 

    Do b=1, NB 

         Do e=1, Ne[b,d] 
             Do f=1, Nf[b,d,e] 
                ii=i[e,f] 
                x[b,ii]=x[b,ii]+M[ii,b,d]*G[c,d] 
             Enddo 

          Enddo 

      Enddo 

  Enddo 

 

 
 Do a=1, NA 
     Do b=1, NB 
        Do ii=1, NP 
            y[a,ii]=y[a,ii]+x[b,ii]*F[a,b] 
        Enddo 
     Enddo 
 Enddoo 

 

  Enddo 

 
Do ii=1, NP 
    Do a=1, NA  
         Do g=1, Ng[c,a] 
             Do h=1, Nh[c,a,e] 

jj=j[g,h]                           
P[ii,jj]=P[ii,jj]+y[a,ii]*M[jj,
a,c] 

          Enddo 
        Enddo 
   Enddo 
 Enddo 

 

Do a=1,NA 

 

cuBlasZgemm() 

Enddo 

 

Figure 1.  Code Structure for Calculating χ and Σ. 

In  α-Ce test run:  NA=NB=300, NP=479 

 

X<<<NB,NP>>> 

P<<<NB,NP>>> 


