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Abstract— Bioinformatics analysis often combines multiple 
command line tools into an analysis pipeline. Analysts often 
script together tools into an ad hoc solution without designing a 
robust and easily maintainable pipeline. At The Jackson 
Laboratory we had a requirement to be able to quickly develop 
multiple easily maintainable, robust, and reproducible pipelines 
to support new clinical programs.  To address this we designed 
and implemented a framework, called Civet, for building 
bioinformatics pipelines.  
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I. INTRODUCTION 
The Civet framework was designed to satisfy the 

requirements for an analytics framework for the JAX Cancer 
Treatment ProfileTM [1] but also be useful to the 
bioinformaticians developing analysis pipelines for use in a 
number of research programs.  

After researching and examining several existing pipeline 
frameworks, we were unable to identify any that met all of our 
needs. Given our tight deadline, we decided to move forward 
with designing and implementing our own lightweight pipeline 
framework. 

II. IMPLEMENTATION 
We designed Civet to make use of the job dependency 

features of our batch system. The HPC cluster already has 
software in place for managing the execution of jobs, including 
the ability to specify dependencies between jobs. By leveraging 
this existing functionality, Civet does not require any run-time 
support; the entire system is implemented as a collection of 
non-privileged programs that are used to submit, monitor, or 
manage a pipeline.  

Civet is implemented with Python 2.7 and uses the 
pbs_python package [3], a Python wrapper for the TORQUE C 
library, to interact with our batch queuing system. Civet can 
manage the runtime software environment with Environment 
Modules [4].  

Civet pipeline definitions consist of two or more XML 
files: one describing the overall pipeline flow (called the 
pipeline definition file), and one or more that describe the 
Linux commands to be executed to perform each step (called a 

tool definition file). Each tool is translated into a shell script 
and submitted as a cluster job. 

Pipelines exist to transform a set of input files into a set of 
output files. In the case of Civet pipelines, this is achieved 
through the execution of one or more tools. The declaration of 
a tool’s input and output files forms the basis for Civet’s 
scheduling algorithm. Correct ordering is guaranteed by 
automatically including these implied job dependencies during 
cluster job submission. Unless there is a file dependency 
between two tasks, the order of execution is unspecified and up 
to the cluster’s job scheduler. This allows independent jobs to 
execute simultaneously if enough resources are available. 

Since the project was developed to satisfy the requirements 
of our clinical program, we designed Civet to have the ability 
to do stringent system integrity checking. Civet can ‘validate’ 
the state of a system before executing a tool. This validation 
process involves comparing sha1 checksums and optionally the 
timestamps of critical files including executables, reference 
files, and shared libraries in order to ensure these files have not 
changed since the pipeline passed its last system validation 
process. If a file validation fails during pipeline execution then 
the pipeline is aborted.  

We also wanted the ability to generate extensive logs that 
are consistent from pipeline to pipeline.  Civet records 
information such as the date and time a tool begins and finishes 
execution, the hostname of the cluster node that the tool 
executed on, the operating system version of that node, the exit 
status of the batch job, the exact script that was submitted to 
the batch system to execute the tool, the versions of programs 
invoked by the tool, and any output to standard in and standard 
out. 

III. RESULTS 
We were successfully able to implement the Civet 

framework and build our initial clinical pipeline before our 
deadline. In addition to delivering a system that met all of our 
functional requirements, the extensive logging and validation 
capabilities of Civet were commended during our College of 
American Pathologists (CAP) certification processes.  

Our first Civet pipeline was deployed in the summer of 
2013. Currently, Computational Sciences has 28 Civet 
pipelines deployed for research use in addition to the clinical 



pipelines that drove the development of the Civet framework. 
Civet has also been adopted by a number of research labs at 
The Jackson Laboratory.  

IV. FUTURE WORK 
As mentioned, Civet currently requires a traditional HPC 

cluster running the Torque resource manager. Future work 
includes better support for cloud environments. Ease of 
deployment and sharing pipelines will also be a major focus in 
the future.  
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