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ABSTRACT
In this work, we apply graph metrics to an Active DNS
dataset, provided by the Georgia Tech Astrolavos Lab, to
characterize and identify malicious actors within the DNS
infrastructure of the Internet. Active DNS uses a set of data
sources – including TLD Zone Files, public blacklists, and
many others – to gather approximately 250 million DNS
records each day. We use A records from this dataset to
form a graph. From this graph we derive various metrics for
each vertex using the following algorithms: PageRank, be-
tweenness centrality, kCore-decomposition, and in- and out-
degree. We propose a machine learning model derived from
graph-based metrics for both quantifying and identifying
which nodes within our Active DNS data set are malicious
and we describe a system that supports the rapid generation
of graph-based features for hundreds of millions data points
using the streaming graph analysis platform STINGER.

1. INTRODUCTION

Figure 1: Example of the Domain Name Resolution
process [1]

The Domain Name System (DNS) [2, 3] maps domain
names to IP addresses, and provides a core service to appli-
cations on the World Wide Web (WWW). Figure 1 shows
the DNS query cycle. Internet based attacks often leverage
the use of DNS systems to mount attacks against unsus-

pecting users. For example, spywares exfiltrate user infor-
mation to certain drop sites by using anonymously registered
domains. Botnets make use of disposable domains to host
malicious content or communicate with command and con-
trol servers and use the short life of the domains to avoid
blacklisting. As a result, adversaries take advantage of the
inherent agility, flexibility, and resiliency of DNS in order
to blend their malicious activities with that of benign DNS
traffic. As malwares rely on domain names vis-a-vis IP ad-
dresses, DNS becomes indispensable in combating malwares.
(e.g blacklisting, expired domains, et al.). By understand-
ing and quantifying the nature of benign DNS traffic, we can
then detect the characteristics of non-benign traffic and use
that to track suspicious activities.

This work uses a novel data set, active DNS, to derive
security-relevant features using graph analysis and other an-
alytic techniques. Unlike passive DNS data that is generated
by user activity within a monitored network segment, active
DNS data is collected by targeting specific domains and pro-
gramatically performing DNS queries against the target set
and recording the results. To summarize, active DNS collec-
tion methods allow researchers to observe and analyze DNS
traffic that passive DNS collection methods would never pro-
duce.

We introduce a system, STUNG: Stinger To Uncover Ne-
farious Gambits, to analyze DNS resolution patterns and
identify malicious actors using graph analysis and machine
learning.

1.1 Data and Graph Structure
As seen in Figure 2, we structure DNS A records from

the Active DNS dataset into a graph. DNS A Records are
one of the fundamental DNS Records, and provide a direct
mapping of domain name to IP address [4]. We opted to
only utilize the QName, RData, and Authority IPs in order
to maintain the simplicity of the graph while we tested the
validity of our initial assumptions about its structure.

As seen in Figure 2, the graph construction that we have
chosen for DNS A Records, a directed graph is formed around
these core concepts: QName (e.g., google.com), RData (the
IP addresses that the QName resolves to), and Authority IPs
(hosts which responded with the data). QName → RData
is a directed edge from the queried domain name to its re-
solved IP. RData → AuthorityIP is a directed edge from
the resolved IP to a server which responded with that reso-
lution. In this setup, hosts which have a high in-degree are
typically those for which many hostnames point to a single
IP address. Hosts with a large out-degree are typically root
DNS servers.
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Figure 2: Example mapping of a single Active DNS
A record to a set of edges and vertices.

1.2 Machine Learning Model
In this work, we attempt to classify IPv4 addresses and

domain names into two classes:

1. Host which should not be blacklisted

2. Host which should be blacklisted

We used a combination of blacklists as our ground truth
acquired from MalwareDomainList.com, CyberCrime.net,
ZeusTracker.abuse.ch, and Georgia Tech Research Institute’s
Apiary Project [5].

We use the Python library, SciKit-Learn, as our machine
learning platform [6]. We performed traditional model se-
lection over a scaled feature space using the classifiers:

1. Decision Tree

2. Random Forest

3. Adaboost using Decision Tree

4. Naive Bayes

We use twenty-four hours of DNS resolution traffic from
ActiveDNS as our data set. This data set totals 129,699,978
domains, of which 49,406,882 were blacklisted or resolved to
blacklisted IP addresses on the day of the data collection.
We performed model selection over 10% of the data and split
it into 60% training and 40% testing sets. We use ten-fold
cross validation for these steps.

From our graph structure we generate base features from
the following graph metrics and algorithms: PageRank, Be-
tweeness Centrality, k-Core, In-Degree, and Out-Degree. In
order to quantify our features into a manageable feature
space, we took the min, max, and average of each graph
metric as it related to the IP addresses that a domain re-
solved to.

Our model selection shows that a Random Forest classifier
performs the best for our data set, followed by Decision Tree,
Adaboost, and Gaussian.

Figure 3: ROC Curve and performance metrics for
final model

2. CONCLUSION
We show in this work that features derived solely from

graph structure and analytics can be used to accurately de-
tect and classify malicious Internet hosts. Through addi-
tional work in this space we intend to reevaluate our models
and extend this work beyond blacklist validation to include
infrastructure tracking and identification such as CDNs and
critical DNS recursives. Current literature in this space
make heavy use of both text and timing-based DNS fea-
tures to accurately detect and classify malicious Internet
hosts. We aim to leverage this body of research to further
increase the effectiveness of our graph-based approach.

Acknowledgment
The authors would like to thank the Astrolavos Lab at the
Georgia Institute of Technology for the generous support
and data that were provided for this paper.

3. REFERENCES
[1] Diagram: How the domain name system DNS works.

[Online; accessed April 18, 2016].

[2] P. Mockapetris. Domain Names - Concepts and
Facilities. RFC 1034, November 1987.

[3] P. Mockapetris. Domain Names - Implementation and
Specificatios. RFC 1035, November 1987.

[4] Internet Assigned Numbers Authority. Domain name
system (dns) parameters, 2016. [Online; accessed
19-April-2016].

[5] Georgia Tech Research Institute. Apiary: an automated
framework for malware analysis and threat intelligence,
2016. http://apiary.gtri.gatech.edu.

[6] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel,
B. Thirion, O. Grisel, M. Blondel, P. Prettenhofer,
R. Weiss, V. Dubourg, J. Vanderplas, A. Passos,
D. Cournapeau, M. Brucher, M. Perrot, and
E. Duchesnay. Scikit-learn: Machine learning in
Python. Journal of Machine Learning Research,
12:2825–2830, 2011.


